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1. CASS Model Description
2.1 Introduction
The ability to mathematically model the flow of carbon into and out of ecosystems is a key
requirement for assessing the impacts of Global Change. This document describes the CASS
(Carbon Accounting Simulation Software) model of terrestrial carbon dynamics. The CASS
model is based on those described by Klein Goldewijk et al. (1994) and Foley (1995), but
with some simplifications, and some additions.
The CASS model simulates the stocks and fluxes of carbon among the major terrestrial
components of the carbon cycle, including vegetation, decaying plant material (litter), soil
carbon dynamics, and carbon residing in harvested wood products, e.g. paper and construction
materials. In the model, atmospheric carbon is fixed via plant photosynthesis and partitioned
into leaf, stem and root components. These components are progressively incorporated into
the litter and soil carbon pools, where they eventually decay back to the atmosphere. Plant
growth is specified a priori as a maximum assimilation rate (net primary productivity), with
the option of modification of this rate in response to changing atmospheric CO2 concentration,
temperature, nutrient availability, atmospheric nitrogen deposition, etc. Decomposition
follows simple exponential decay functions, with the rate of decay optionally a function of
varying temperature and water availability. The dynamics of disturbances such as fire and
harvesting can be incorporated, as can modification of these regimes (land-use change), and
conversions of one vegetation type into another (land-cover change).
The aim of the CASS model is to provide an overview of the major processes which combine
and interact to determine carbon dynamics in terrestrial ecosystems. As such, process
description is kept to a minimum, and emphasis is placed on simplicity and transparency.
Despite this simplicity, models such as CASS have been used in global-scale analyses, and
form the backbone of many more sophisticated models.
2.2 Model description
The philosophy underlying the CASS model is that carbon in terrestrial ecosystems can be
partitioned into a number of separate pools. At the coarsest level there are four major pools
(1) carbon present in living vegetation (2) carbon in dead vegetation (litter) and (3) carbon in
the soil. The final pool, (4), is carbon as CO2 in the atmosphere, although this pool is not
explicitly included in the model. Sub-pools can be defined within each of these major pools.
The number of sub-pools varies considerably among different carbon models. For example,
the ‘Century’ model is commonly used in studies of climate change, and it has two living
pools, four litter pools and six soil pools. The CASS model contains three living pools
(leaves, stems and roots), three litter pools (leaf litter, stem litter and root litter) and two soil
pools (fast turnover ‘humus’ and slow turnover ‘stable soil C’).
The overall structure of the model can be depicted as follows:
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To interpret the diagram first start at the left-hand side, with atmospheric carbon being fixed
into solid form by photosynthesis at a rate determined by the Net Primary Productivity (NPP),
measured in units gC /m2 / yr. (grams of carbon, per square metre, per year).
Some of this fixed carbon is incorporated into leaf biomass, some into stem biomass, and
some into root biomass. The parameters al, as and ar are proportions which define this
partitioning, and sum to 1. For example al = 0.25, as = 0.4 and ar = 0.35 means that 25% of
the carbon being fixed by the plant is converted into leaf biomass, 40% into stem biomass,
and 35% into root biomass.
To follow the flow of carbon through the ecosystem, first consider carbon residing in living
leaf biomass. From one year to the next some of this carbon will be retained in the leaves, and
some will be incorporated into leaf litter. The rate at which carbon in the living leaf pool is
lost to the leaf litter pool is defined by the average lifetime of the carbon in the leaves (labeled
Ll in the diagram). For example if Ll = 5 years, then every year on average 1/5 of the total leaf
carbon is lost to the leaf litter pool.
Once the carbon is in the litter pool one of three things can happen. (1) It can remain there
until the following year, (2) it can be incorporated into the soil humus carbon pool, (3) the
litter can be decomposed, releasing carbon back to the atmosphere as CO2. The total amount
of carbon in the leaf litter pool that is lost each year is determined by the lifetime of the leaf
litter, Lll, which works the same as Ll described above. Of the total amount of carbon leaving
the leaf litter pool, a proportion gets incorporated into the soil, defined by the parameter hll
(which ranges from 0-1), and the remainder is released back to the atmosphere (1 – hll). ‘h’
stands for ‘humification’, which is a fancy way of describing the conversion of litter into soil
humus. The flow of carbon from the living stem and living root pools is treated in exactly the
same way as the flow of carbon through the living leaf pool.
Once in the soil ‘humus’ pool, the carbon can either be decomposed by soil micro-organisms
and returned to the atmosphere, or be converted into more stable forms, labeled ‘stable soil C’
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or just ‘stable’ in this model. The parameter ‘c’ stands for ‘carbonisation’, and like ‘h’ it is a
proportion.
To summarise, there are four sorts of parameters which control the model:
1. There is the rate at which atmospheric carbon is being fixed by the plants, NPP. In
CASS net primary productivity varies with time (NPPt), which is calculated by the
model using the user-supplied value of NPP for mature vegetation (this calculation is
explained in Appendix 1).
2. There are three parameters defining the partitioning of NPP into biomass (al, as, ar)
3. There are eight parameters defining the lifetimes of the carbon in the various pools (Ll,
Ls, Lr, Lll, Lsl, Lrl, Lh, Lc)
4. There are four parameters defining the rate at which carbon is being returned to the
atmosphere (hll, hsl, hrl, ch)
The mathematics of the model comprise eight simultaneous differential equations, with each
equation describing the dynamics of one of the eight carbon pools. The actual equations, and a
brief description of how they are implemented in the model, are given in Appendix 1.
2.3 Modelling different vegetation types
Different combinations of the parameters allow the description of different vegetation types.
The table below lists the parameter set for 16 different vegetation types used by Klein
Goldewijk et al. (1994), and these are the default parameters in the model. For example, in the
category ‘Agricultural land’ the variable as = 0, reflecting the fact that most food crops
comprise herbaceous species, hence there is no woody ‘stem’ tissue in the system. As another
example, the highest value for NPP = 1000 gC / m2 /year for ‘Tropical rainforest’, reflecting
the high productivity of these ecosystems.
Note that in the simple form of the model described above, and in the first set of exercises
described below, these parameters are all assumed constant. This is to make transparent the
underlying structure of the model, and to allow an uncomplicated assessment of its dynamics.
The section ‘Extending the basic model’ describes some of the ways in which the basic model
can been made more realistic by making key processes functions of e.g. disturbance, water
balance, current temperature, nutrient status and growing season length.
Model parameters for 16 different vegetation types (from Klein Goldewijk et al. (1994))
Vegetation_type

NPP

al

as

ar

Ll

Ls

Lr

Lll

Lsl

Lrl

Lh

Lc

hll

hsl

hrl

ch

Agricultural lands

400
50
50
100
350
400
350

0.8
0.5
0.5
0.5
0.6
0.6
0.3

0
0.2
0.2
0.2
0
0
0.5

0.2
0.3
0.3
0.3
0.4
0.4
0.2

1
1
1
1
1
1
1

1
30
30
30
30
30
34

1
10
10
10
3
3
10

1
5
3
5
1
1
1

1
5
3
5
1
1
1

1
5
3
5
1
1
1

30
100
50
100
60
30
50

500
500
500
500
500
500
500

0.3
0.6
0.6
0.6
0.6
0.6
0.4

0.3
0.6
0.6
0.6
0.6
0.6
0.4

0.3
0.6
0.6
0.6
0.6
0.6
0.4

0.05
0.05
0.05
0.05
0.05
0.05
0.05

450
550
600
600

0.3
0.3
0.3
0.3

0.5
0.5
0.5
0.5

0.2
0.2
0.2
0.2

3
3
1
1

38
38
38
38

10
10
10
10

5
3
1
1

5
3
1
1

5
3
1
1

60
50
40
40

500
500
500
500

0.6
0.6
0.6
0.6

0.6
0.6
0.6
0.6

0.6
0.6
0.6
0.6

0.05
0.05
0.05
0.05

650 0.3
450 0.3

0.5
0.5

0.2
0.2

1
2

38
22

10
5

1
1

1
1

1
1

40
20

500 0.4 0.4 0.4 0.05
500 0.4 0.4 0.4 0.05

Cool (semi)desert
Hot Desert
Tundra
Cool Grass/Shrub
Warm Grass/Shrub
Xerophytic
woods/scrub
Taiga
Cool Conifer Forest
Cool Mixed Forest
Temp. Deciduous
Forest
Warm Mixed Forest
Trop. Dry
Forest/Savanna
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Trop. Rain Forest
Wetlands
Trop. Seasonal
Forest

1000 0.3
700 0.3
800 0.3

0.5
0.5
0.5

0.2
0.2
0.2

2
2
2

22
22
22

8
8
8

1
1
1

1
1
1

1
1
1

20 500 0.4 0.4 0.4 0.05
100 500 0.6 0.6 0.6 0.05
20 500 0.4 0.4 0.4 0.05

2.4 Carbon pool size as a balance between input and output rates
A key concept in modelling carbon dynamics is that the observed amount in a given pool is a
balance between rates of input and output. This is illustrated in the figure below using the
example of a bucket being filled with water from one tap, but at the same time loosing water
from another tap. The water level in the bucket can be increased by either increasing the rate
at which water is entering the bucket, by opening the tap filling the bucket (Figure a), or by
decreasing the rate at which the bucket is loosing water, by closing the tap emptying the
bucket (Figure b). The water level is therefore the net balance between the rate of water
flowing into the bucket and the rate of water flowing out of the bucket. Similarly, the ‘pool’
of carbon in leaves in a forest canopy is determined by the rate of carbon input (by
photosynthesis) and the rate of loss (by herbivory and litterfall). These dynamics are explored
in greater detail in Exercise 3.

(a) Increase the water level in the
bucket by INCREASING the
rate of inflow

(b) Increase the water level in the
bucket by DECREASING the
rate of outflow

The amount of water in the
bucket can be increased by
either increasing the rate of
input (opening up the tap
filling the bucket, a), or
decreasing the rate out output
(closing the tab emptying the
bucket, b).

2.5 Limitations
The purpose of the CASS model is to provide an overview of the major processes which
combine and interact to determine carbon dynamics in terrestrial ecosystems. Because process
description is kept to a minimum, and emphasis is placed on simplicity and transparency, the
CASS model has a number of limitations. Two major limitations are:
•

In ‘real’ ecosystems the cycles of carbon, water and nutrients such as nitrogen and
phosphorus run in parallel, and also interact with one another. An obvious
shortcoming of the CASS approach is that these additional cycles are treated as
‘external inputs’ to the system (e.g. through modifying effects of water availability
and nutrients on growth), and are not explicitly represented as parallel and interacting
cycles per se.

•

Plant growth in CASS follows the ‘Maximum productivity model’ (Medlyn et al.
2003), whereby maximum productivity for the vegetation type is specified, and then
modified according to a range of environmental factors. Whilst adequate for
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illustrating the major components of terrestrial carbon dynamics, this approach has
limitations if the underlying processes contributing to plant growth are of interest.
2.6 Different sorts of productivity
A central parameter of the model is NPP, the net rate at which atmospheric carbon is fixed by
plants. It is called Net Primary Productivity because it is the amount of carbon remaining after
the plant has used some for its own maintenance, through plant respiration. The actual gross
amount of carbon which is fixed by the plant is called GPP, or Gross Primary Productivity.
There are two other sorts of productivity which are important in the interpretation of
terrestrial carbon budgets. They are Net Ecosystem Productivity (NEP), and Net Biome
Productivity (NBP). NEP is NPP minus the carbon that is continually being lost due to
decomposition of dead plant material and litter. NBP is NEP minus carbon lost due to the
action of disturbances such as fire. NBP is therefore a summary of the total carbon budget of
an ecosystem, and requires long timescales (to ensure rare disturbance events are included in
its calculation) to estimate. In Exercise 4 the effect that disturbance has on total carbon
storage and NBP are explored. The relationships between these various sorts of productivity
are summarised in the figure below.
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Plant
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Mediumterm
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soil and
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disturbance

NBP

Longterm
carbon
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2. CASS Model Implementation and Interface
The CASS model is written in Microsoft Excel, using the Visual Basic for Applications
(VBA) programming language. To load the model in Excel, open the file ‘CASS.XLS’. After
an introductory screen the spreadsheet should look like the screen below. You might have to
adjust the zoom control to fit everything on the screen at once (or hide some of the toolbars).
There are six major areas on the spreadsheet.

2. Program
control

1. Model
input and
output
3. Run
options

5.Output
summar

4.Graphical
output

6. Miscellaneous
controls

2.1 Model input and output
These boxes contain the input parameters and the output pool sizes for each carbon pool. The
boxes and arrows are arranged to reflect the relationships between the stocks and flows of
carbon in the underlying model. Pass the mouse over the cells with a red triangle in the top
right-hand corner, and a message will describe the contents of each cell. The default
parameter set when the spreadsheet is opened for the first time is ‘Tropical rainforest’. Note
there are three extra pools (under ‘Harvested products’) that were not mentioned in the model
description above. These allow for the post-harvest tracking of harvested wood products, and
are discussed more under ‘Disturbance’ below.
2.2 Program control
The ‘Screen update rate’ allows you to select how often the screen is updated. Models written
in excel run v - e - r - y slowly because it takes a lot of time to update all of the cells in the
spreadsheet. Use the arrows to adjust how often the screen is updated. A large time between
screen updates means the model runs faster, but you cannot see what is going on at every
year. When you start exploring the model you will need to leave the update rate set at every
year (or every 5 years) so you get a feel for how the model runs. When you become more
familiar with the model, increase the interval to make the model run faster.
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Press
to start the model. Pressing
allows the model to be stepped through
one year at a time (then to resume the model, press ‘run’ again). Press
to quit.
2.3. Run options
The different parameter combinations that define the 16 different vegetation types can be
selected using ‘Veg. type’ drop-down list. Changing vegetation types will reset the
spreadsheet and update the input parameters. The ‘Reset’ button resets the default parameters
for the vegetation type currently selected. Pressing the button displays a form with a
description of the currently selected vegetation type, an approximate global distribution map,
and a representative photo of the vegetation being modelled.

The ‘Start at equilibrium’ checkbox specifies what the starting pool sizes are for a given run.
If left unchecked, the model will be initiated with all pools at 50gC / m2. If checked the model
will start with all pools at their respective equilibria (see Exercise 1).
The ‘Apply growth and decomposition modifiers’ allows many of the model parameters to be
made sensitive to changes in climatic and other factors. When this box is checked, a new
worksheet tab will appear labeled ‘Environmental multipliers’. Click on this tab to display the
contents of the sheet. The format of this worksheet is based closely on that of Figure 2 of
Klein Goldewijk et al. (1994). The components of this worksheet and the charts are explained
in Exercise 5.
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Disturbance
Within CASS a disturbance is defined as an event which results in an instantaneous loss of
carbon from the pools at a given time, and also optionally a disruption to the NPP and the
allocation coefficients. Three different types of disturbance can be specified; ‘Disturbance’,
‘Land-use change’ and ‘Land cover change’
‘Disturbance’ specifies recurring events which remove carbon from existing pools, and/or
alter the NPP and allocation coefficients (see Exercise 4). After checking the ‘Disturbance’
check-box and pressing ‘Run’ the following form will appear:

The ‘Default disturbance/harvest scenarios’ drop-down list contains the default disturbances
and their settings for the currently selected vegetation type. To enter custom settings, or to
modify the existing default settings, press the ‘Edit current settings’ button.
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In the example shown the current setting is for a mild logging of a tropical rainforest, with
most of the harvested product being converted to sawlog. The parameters in the left-hand
column (under ‘Percentage of pool removed’) define the instantaneous effects of the
disturbance on the various pools. For the example above, the value of 20 in the ‘Stem’ box
specifies that when disturbance occurs, 20% of the current carbon in the stem pool is
removed. Reading further along the same row, of that 20% removed, 0.1 of the stem material
is incorporated into the litter pool, 0.1 is immediately lost to the atmosphere (e.g. through
post-harvest fire), 0.7 of the stems are processed for long-term storage, and the remainder
(0.1) is used for fuelwood. Note that 0.1 + 0.1 + 0.7 + 0.1 = 1.0.
The ‘Disturbance frequency’ specifies how often the disturbance occurs (in this case, on
average every 25 years). The ‘CV’ (coefficient of variation) value specifies random variation
in the inter-disturbance interval, and can be set to 0 to force disturbances to occur at regular
intervals.
Effects of the disturbance on some of the carbon fluxes can also be modelled. For example a
fire not only removes carbon instantaneously, but may also alter the vegetation via. a resetting
of the successional process. In CASS such effects can be implemented with the ‘Effects on
fluxes’ options in the Disturbance dialog box. The ‘% change to NPP’ either reduces or
increases current NPP by a fixed proportion, which then recovers to its pre-disturbance value
at a rate defined by the parameter in the ‘rate of successional recovery’ value. (technical note:
this is the ‘growth rate’ parameter in a sigmoidal (s-shaped) function). The partitioning to
leaf, stem and root can be altered in a similar way, and then allowed to recover over time to
their pre-disturbance values. For example ‘burning’ a forest and reducing both the NPP and
the proportion of photosynthate allocated to stem carbon mimics an increase in grasses and
other herbaceous plants, which are eventually replaced by the original forest as the ecosystem
recovers from the fire.
the second disturbance type is ‘Land use change’. Land-use change allows a change in the
current disturbance regime to take place, for example introduction or intensification of
grazing, or an increase in fire frequency. Checking the ‘Land-use change’ box on the main
spreadsheet and pressing ‘Run’ brings up the following form:
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This form specifies that at time 100 of the simulation the currently active disturbance regime
(which may be no disturbance) will change to the settings specified on the form – in this case
a change to an intense logging regime. The remaining components of the “land use change’
form and their interpretation are the same as for the ‘Disturbance form’.
Land-cover change allows one vegetation type to be converted into another, with associated
instantaneous losses to the existing pools. One example might be clearing of a forest for
agriculture. Another might result from the abandonment of agriculture and the subsequent
reversion to shrubland. Checking the “Land cover change” dialog box and pressing ‘Run’
brings up the following form:

The settings on the form tell the model to convert the current vegetation type (Tropical
rainforest) to agriculture at year 300 of the simulation. The losses of carbon from existing
pools operate the same as for the disturbance and land use change forms. In the example
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shown the settings are for ‘Clearing’, which specifies losses of carbon from existing living,
litter and soil pools to either other litter pools or directly back to the atmosphere.
2.4 Graphic output
There are two charts on the spreadsheet, both of which have time, in years, as the x- axis. The
‘carbon pools’ chart shows how the different pools of carbon are changing through time. The
‘NBP’ chart shows the balance between the carbon entering the ecosystem (through
photosynthesis) and the carbon being released back to the atmosphere (by decomposition and
disturbance). These charts can be modified, copied and printed using the standard Excel
functionality.
2.5 Output summary
This is a numeric summary of the carbon pools. In the left-hand column are the total amounts
of carbon currently residing in the living, litter and soil pools. On the RHS are the long-term
averages of these values. This is activated only when the ‘Start at equilibrium’ check-box is
enabled.
2.6 Miscellaneous controls
Saving and loading a workspace
You can save the current workspace for later use by clicking on the button located on the
main ‘CASS model’ worksheet. This saves the current model parameters, the current
disturbance and land use/cover change parameters, and all other settings. After clicking on the
button you will be prompted to enter a descriptive name for the current workspace:

Loading (and deleting if required) existing saved workspaces is achieved by clicking on the
button. You will be prompted to select from the list of pre-saved workspaces, which will
then restore those settings:

NOTE: To permanently save the workspaces you MUST ALSO save the Cass.xls Excel
workbook in the usual way (using the file < save command in the main Excel menu). Also, it
is recommended that you always save your worksheet at regular intervals during a session.
Viewing model output as an animation
To provide a visualization of how the numerical output of the model might relate to the real
world, the model output can be viewed as an animation of vegetation growth and subsequent
losses due to disturbance. Pressing the
button displays the animation form.
The first panel is a sequence of images illustrating growth of the ‘warm mixed forest’
14

vegetation type, and subsequent recovering following a fire. The second panel shows growth
of a tropical rainforest followed by clearing to agriculture:
t=30 years

t=25 years

t=210 years

t=240 years

t=211 years

t=219 years

t=241 years

t=251 years

Viewing the user guide and tutorial exercises
Pressing the
button displays this document in a separate window. For this
file to be viewed Adobe Acrobat reader must be installed, as must Microsoft Internet
explorer.
Exporting results
Worksheet columns U:AA in the ‘CASS model’ worksheet contain the year-by-year values
for the carbon stocks in the living, litter, soil and harvest pools, as well as the net biome
productivity over time. These cells can be copied and pasted into other workbooks (or
applications) for further graphing, manipulation, data analysis etc.
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3. Tutorial Exercises
The aims of the tutorial exercises are to:
•

Become familiar with a simple terrestrial carbon-cycle model, and to gain an
appreciation of some of its strengths, and weaknesses.

•

Explore the behaviour of the CASS model, including sensitivity of the outputs to
variations in the input parameters, and sensitivity of the outputs to disturbance (e.g.
fire, harvesting).

•

Gain some insight into how a computer program of terrestrial carbon dynamics is
constructed.

•

Provide an introduction into the use of mathematical models for environmental
analysis.

Exercise 1: Getting familiar with the model
The aim of the first exercise is to get a feel for how the model runs, and how to interpret the
different outputs.
Select an ecosystem type from the list (e.g. tropical rainforest), make sure that the ‘Start at
equilibrium’, ‘Disturbance’, ‘Apply growth & decomposition modifiers’, ‘Land use change’
and ‘Land cover change’ boxes are unchecked, that the screen update rate is set to either 1 or
5 years, and that the ‘Years to view on chart’ variable is set to 1000 years. Press ‘run’ and
observe the dynamics. If you find the model is advancing too slowly, quit the simulation,
increase the screen updating parameter, and re-run. Run the model for the first 1000 years (it
will stop automatically at this point).
At the end of 1000 years what you should observe is that the pools of carbon increase rapidly
at the beginning, and then start to level off. Similarly, NBP should increase initially as the
vegetation grows and is actively sequestering carbon, and then should decline over time,
gradually decreasing towards zero. Run for a further 1000 years, and observe the trends.
As time progresses, and as the ecosystem develops, what you are observing is the system
approaching ‘dynamic equilibrium’, where the amount of carbon being lost through
decomposition is equal to the amount entering via NPP, with the carbon pools remaining
constant over time. Viewing the simulation with the animation form visible will further
illustrate the processes involved.
This simulation could be interpreted as a model of the development of vegetation starting
from bare ground, e.g. a mine rehabilitation site, where a small number of individuals are
initially present, and the vegetation gradually increases in biomass, with a corresponding
improvement in the amount of soil organic matter.
Q1. Reset the screen updating to every 10 years or less, and in the model input/output area of
the spreadsheet observe how quickly the eight different pools of carbon reach their
equilibrium values. Which pool takes the longest to equilibriate? Why?
Now check the ‘Start at equilibrium’ box, and re-run the model. By checking this box you
have set the initial sizes of the 8 carbon pools to their equilibrium values, i.e. the values you
16

would have observed above if you had had the time to watch the model tick over for a few
thousand years. These values are calculated analytically, as described in appendix 1.
Confirm that the amount of carbon being released back into the atmosphere equals the amount
being fixed by the vegetation (i.e. NBP = 0) by filling in the table below.
Vegetation type:
Inputs (photosynthesis):
NPP
Losses (decomposition):
From leaf litter
From stem litter
From root litter
From soil humus
From stable soil C
Total C losses:

Flux (gC / m2 / year)

Exercise 2: Sensitivity of the model predictions to the input parameters
An important part of understanding the behaviour of a mathematical model is to know what
parameters the model outputs are particularly sensitive to. In this exercise you will perform a
sensitivity analysis, to investigate how the predicted carbon pools change with changes in
NPP, and in the longevity of stable soil C (Lc).
Choose a vegetation type (it doesn’t have to be the same one as in the previous exercise), and
make sure the only checked box is ‘Start at equilibrium’. Run the model with the default
parameters, and note in the table below the sizes of the carbon pools, and also the total
amount of carbon stored in the system. Also, don’t forget to fill in the vegetation type, and the
values for the default parameters in the spaces provided. You will need to refer to these later.
Vegetation type:
Carbon pool

Using
default
parameters

Default NPP:
Carbon pool size (gC / m2)

Default Lc:

NPP × 2

Lc × 2

NPP ÷ 2

Lc ÷ 2

Leaf C
Stem C
Root C
Leaf litter C
Stem litter C
Root litter C
Soil humus C
Stable soil C
Total C
Now double the NPP and re-run the model. You can change the NPP from the default value
directly in the spreadsheet cell, as you normally do in Excel. Note in the table above what the
new equilibrium values have become. Repeat the exercise, this time halving the default
estimate of NPP.
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Q2. What general statement can you make about the sensitivity of the carbon pools to NPP?
(E.g. for a doubling of NPP how much, and in what direction, did the total amount of stored
carbon change? The total amount in the leaf litter pool? In the soil humus?)
Finally, restore NPP to its original value, and double the turnover time of stable soil C (Lc),
and record the results, and also halve the parameter, and record the results.
Q3. What effect does a doubling of the stable soil C turnover time have on the amount of
carbon stored in this pool? What effect does it have on the total amounts of carbon stored in
living tissue and in litter?
Which parameter is the total amount of carbon in the ecosystem most sensitive to, NPP or Lc,
and why?
The majority of carbon stored in terrestrial ecosystems occurs below-ground, yet our
knowledge of below-ground carbon dynamics is very poor indeed. This can been seen in the
list of model parameters, where Lc is almost universally set at 500 years. Actual estimates of
this parameter range from 50 to 10 000 years, depending on soil chemistry, mineralogy and
vegetation type. From the analyses above you should be able to guess what effect replacing Lc
= 500 with Lc = 10 000 should have. Try it and see for yourself!
Exercise 3: Carbon pools as a balance between input and output fluxes
This exercise demonstrates that the carbon we observe in a given pool (e.g. plant biomass,
soil, litter) is a function of at least two fluxes – the rate at which carbon is entering the pool,
and the rate it is leaving. This is often confused in the discussion of the ‘allocation’ of
photosynthate to different plant organs. Allocation is a flux of carbon, and therefore has a
temporal dimension. However, it is often suggested that by measuring the relative amounts of
biomass in the pools in e.g. the leaves, roots and stems it is possible to infer the allocation
fluxes. This exercise will demonstrate the fallacy of this assumption.
Reset the sheet as for exercise 1, with the ‘Start at equilibrium’ option checked. Run the
model, and note down in the table below the equilibrium stem carbon pool, the rate at which
carbon is entering the pool (which is the allocation of photosynthate to this pool, as × NPP),
and the rate it is leaving it (which is the litterfall, Cstem / Ls). You will have to calculate these
latter two quantities by hand.
Vegetation type:
Equilibrium Cstem (gC/m2)
Input flux = as × NPP (allocation of NPP to leaf, gC/m2/yr)
Output flux = Cstem / Ls (Stem litterfall, gC/m2/year)
Equilibrium stem C with the original allocation fraction
halved.
New equilibrium Cstem (gC/m2)
Input flux = (½ × as) × NPP (allocation of NPP to leaf, gC/m2/yr)
Output flux = Cstem / Ls (Stem litterfall, gC/m2/year)
Equilibrium stem C with the original allocation fraction
halved, and the longevity doubled.
New equilibrium Cstem (gC/m2)
Input flux = (½ × as) × NPP (allocation of NPP to leaf, gC/m2/yr)
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Output flux = Cstem / (Ls × 2) (Stem litterfall, gC/m2/year)
Now halve the allocation fraction to stem (as) and rerun the model (you will have to adjust the
al and ar parameters to ensure they still all sum to 1). What happens to the size of the Stem C
pool? Leaving the allocation rate halved, now double the lifetime of carbon in the stem pool
(i.e. halve the rate of litterfall) and record the new Stem C pool. How does this compare with
the first value you noted?
What you have demonstrated is an important property of dynamic systems, and more
particularly, an important concept when thinking about ways to enhance carbon sequestration
in ecological systems. As an illustration, consider a project seeking to increase sequestration
in the soil carbon pool. The above analysis indicates that this can be achieved either by
increasing the rates of input (e.g. by increasing the rate at which organic matter is
accumulated into soil), or increasing the soil carbon lifetime (e.g. through managing the soil
to reduce rates of organic matter decomposition), or by simultaneously manipulating both.
Importantly, whether the net amount of C sequestered increases (as hoped for) or decreases is
the balance between these two opposing fluxes. The same logic can be applied to any of the
pools, or to the system as a whole.

Extending the basic model
Exercise 4: Adding disturbance
So far you have only been dealing with a carbon balance at ‘equilibrium’. However, real
ecosystem are almost never at equilibrium: environments are variable in both time and space,
and episodic events such as disturbances all impact on vegetation, NPP, and therefore on the
dynamics of carbon. For example, if the disturbance is a fire, we can specify what
instantaneous impacts it might have on the existing carbon pools. E.g. 75% of the existing
litter may be burnt and released immediately to the atmosphere, 15% of the living carbon
might suffer the same fate. We can also force the fire to affect other transfers between the
pools, e.g. the addition of carbon to the soil. We could also force effects on NPP and the
partitioning coefficients, effectively changing the vegetation type, and therefore mimicking
ecological succession. However, for this exercise we will consider the simpler situation where
fire effects only the living and litter carbon pools.
First select the ‘Tropical rainforest’ ecosystem. Switch off the ‘Disturbance’ box and switch
on the ‘Start at equilibrium box, and note the equilibrium abundance of the major carbon
pools in the table below.
Ecosystem type: Tropical rainforest
Disturbance frequency
Long term averages
None (equilibrium)
Every 40 years

Every 20 years

Living C pool
Litter C pool
Soil C pool
Total C
Now check the ‘Disturbance’ box and re-run. You will be presented with the following dialog
box, the components of which were explained under ‘CASS Model Implementation’:
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Select the ‘Fire (mild)’ default disturbance setting and make sure the disturbance frequency is
40 years, press ‘Ok’, and observe the dynamics. You will notice that regular disturbance
prevents the system from reaching equilibrium, with the amount of carbon in the pools
fluctuating continuously through time. These fluctuations are reflected in the NBP graph, with
fire causing a transient pulse of carbon into the atmosphere when it occurs (negative carbon
balance), followed by regrowth of the vegetation (positive carbon balance).
To quantify the carbon pools under these fluctuating conditions it no longer makes sense to
look at the stocks at a particular year, rather, we must look at the long-term behaviour of the
system. In the ‘output summary’ section of the spreadsheet are included the long-term average
pool sizes. Run the model for at least 2000 years, and note down the long-term averages in the
table above.
Under global change it is predicted that disturbances such as fire will become more frequent
in some areas. This has already been documented in the Canadian boreal forests (Kurz et al.
1995). To estimate the effect increasing fire frequency might have on the model ecosystem,
run the model again, this time forcing disturbances to occur every 20 years, rather than every
40, and enter these results in the table. To change the disturbance frequency, first select the
‘Fire (mild)’ default setting, then press the ‘Edit current settings’ button. Note that this will
change the disturbance description from ‘Fire (mild)’ to ‘USER DEFINED’.
Q4. In general, what effect does disturbance have on the long-term carbon storage of the
ecosystem? Why do you think a quite drastic increase in the frequency of disturbance, from
every 40 years to every 20 years, had only a relatively small impact on the total carbon pool.
Q5. What effect did introducing disturbance have on the long-term NBP of the ecosystem,
recalling that under equilibrium conditions NBP = 0 by definition [long- term average NBP
was not calculated on the spreadsheet , but you should be able to answer this question through
visual inspection of the trends in the two graphs].
Exercise 5: Adding the effects of a variable environment
NPP (i.e. growth) is sensitive to many factors which vary through time, such as temperature,
soil water status, length of the growth season, atmospheric CO2 concentration etc. Similarly,
decomposition processes are sensitive to a similar range of factors.
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In many models these effects are incorporated through the application of simple, nonmechanistic ‘modifiers’ or multipliers, which adjust the model parameters according to the
prevailing conditions. This is also the approach used in CASS.
For growth, NPP is adjusted according to the following.
NPPt = NPPbaseline ⋅ σ ⋅ ρ
Where the baseline productivity (NPPbaseline) is adjusted for direct temperature and
environmental effects on growth (σ), and effects of CO2 fertilisation (ρ). Decomposition rates
are modified in a similar way, though adjusting the h and c parameters based upon current
temperature and water status. The paper by Klein Goldewijk et al. 1994 explains the
significance of each of these modifiers, and their implementation in CASS is described in
Appendix 1.
Now go back to the carbon model form and reset it, uncheck the disturbance option, and
check the ‘Apply growth and decomposition modifiers’ option. You will see a new worksheet
tab appear (on the bottom of the screen). Click on the tab to open.

This sheet shows a range of functions which specify how each environmental factor affects
growth and decomposition, and is based on Figure 2 of Klein Goldewijk et al. (1994). For
each chart, the x axis is the current value of the environmental variable (which can vary
through time), and the y axis is the current value of the modifier value. For example, the curve
specifying the effect of temperature in the ‘Controls on growth’ column shows that at 0
degrees Celcius, and at 36 degrees Celcius, the modifier value is 0 (i.e. ‘system shutdown’).
Optimal growth, with a modifier value of 1, occurs at 18 degrees Celcius. The further the
current temperature is away from optimum, the greater the reducing effect this factor has on
growth.
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There are three groups of modifiers:
The ‘Controls on CO2 fertilisation’ modifiers describe how sensitive plant growth is to
increases in atmospheric CO2 concentration (given that CO2 is a stimulator of plant growth).
The ‘temperature’ chart indicates that as temperatures increases, the sensitivity of plant
growth to CO2 fertilisation also increases. The ‘Current soil water’ factor is scaled from 0 to
1, with 1 indicating higher levels of soil moisture. This chart indicates that the plant growth
response to CO2 is more pronounced under drier conditions. The nutrient status is an index of
soil fertility (0-1), with 1 being most fertile. From this chart it can be seen that the growth
response to CO2 declines with increasing nutrient limitation.
The ‘Controls on growth’ modifiers describe direct environmental effects on plant growth.
The temperature chart summarises the reduction in growth experienced as temperatures move
away from an optimum value. The ‘% Change in growth season’ describes changes in the
growth season, e.g. as a result of climate-change induced earlier snow-melt in alpine areas.
‘Nitrogen deposition’ applies mainly to northern hemisphere ecosystems, where nitrogen
deposited from atmospheric pollution acts as a fertilizer.
The ‘Controls on soil respiration’ modifiers summarise the effects of changing temperature
and soil moisture availability on the rates of organic matter decomposition by microbes (fungi
and bacteria). Moist conditions and optimal temperatures promote the highest levels of
microbial decomposition.
These various modifiers are combined mathematically to modify the current or ‘baseline’
growth or decomposition rates, as described in Appendix A.
Using the spreadsheet
Changing the values in the blue cells changes the current value of the environmental factor,
which then results in a change to the modifier (the red values). Changing values in the yellow
cells allows the temperature limits to be varied to reflect different temperature tolerances in
different biomes. Note that some of the modifiers are linear functions of the factors, and some
are nonlinear (why?). The ‘reset’ button resets the default values, setting all multipliers to 1
(i.e. no effect of any factor). The ‘random’ options allow the various factors to vary randomly
through time. Make sure all of the random boxes are unchecked for the moment, and
manually alter some or all of the blue cells to change the default multiplier values from 1.0.
Note how these changes affect NPP (the ‘Modified NPP’ cell in the spreadsheet).
Now press the ‘all random’ button to force each of the multipliers to vary through time. This
is, of course highly unrealistic, as most environmental factors are autocorrelted through time
(i.e it is more likely that the temperature today will be similar to yesterday’s, and not at
random). By allowing them to vary at random however allows some estimate to be made of
the potential importance of each factor. Go back to the ‘CASS model’ form, reset and rerun,
and observe what happens. As the model is running, return to the ‘Environmental multipliers’
sheet, and observe the fluctuations of each of the environmental factors through time.
Q6. The use of ‘multipliers’ for incorporating temperature effects, nutrient effects etc. is a
‘quick and dirty’ way of incorporating environmental constraints into the model. What do you
consider to be the main limitations of this approach?

22

Exercise 6: Land-use change and land-cover change
In the context of CASS, land-use change refers to a change in the disturbance and/or
management regime of a given vegetation type, for example intensification of logging within
an existing forest ecosystem. Land-cover change refers to a conversion of one land-cover type
into another, for example clearing a forest for agriculture.
Within CASS there exists the option of altering the land-use activity, and/or implementing a
land cover change once each during the course of the simulation.
Land use change
In this example you will simulate the intensification of forest logging activity in a temperate
forest. The change in land use occurs at year 250. To view this simulation first ensure that the
‘Cool mixed forest’ vegetation type is selected, that the ‘Apply growth and decomposition
modifiers’ option is disabled, that the ‘’Start at equilibrium’, ‘Disturbance’ and ‘Land use
change’ check boxes are enabled, and that ‘Years to view on chart’ equals 500 years. Pressing
the run button brings up the Disturbance dialog box. Select the default settings for ‘Logging –
mild (sawlog)’, and click ‘OK’.

After pressing the OK button the ‘Land use change’ dialog box should now automatically
appear. Set the year at which the land use change occurs to ‘250’, and select the default
settings for ‘Logging – intense (sawlog)’.
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Press OK on this form and the simulation will proceed, yielding the following result:

The settings of the simulation are reflected in the ‘carbon pools’ figure. For the first 250 years
the constant mild logging results in a lowering of the current carbon stock in the vegetation,
but with a corresponding increase in the harvested products pool. Once a more intensive
logging treatment is applied at year 250 the forest carbon stock can be seen to decrease more
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dramatically. These changes are similarly reflected in the NBP figure, with a marked increase
in instantaneous emissions after year 250.
Combining land cover and land use change
The second example simulates a change in land cover from agriculture to plantation forestry,
with subsequent regular logging. In this case the change in land cover and land use occur both
at year 250. To run this simulation first ensure that the ‘Agricultural lands’ vegetation type is
selected, that the ‘’Start at equilibrium’, ‘Land use change’ and ‘Land cover change’ check
boxes are enabled, and that ‘Years to view on chart’ equals 500 years. Also ensure that the
‘Disturbance’ and ‘Apply growth and decomposition modifiers’ check boxes are disabled.
Viewing this simulation with the animation form visible will provide further visual
interpretation of the changes in vegetation growth and structure. ‘Pressing the run button
brings up the land cover change dialog box. Force a change in the vegetation type to
Plantation at year 250 as illustrated below.

After pressing the OK button the ‘Land use change’ dialog box should now automatically
appear.

Set the default disturbance to ‘Logging (mild – sawlog)’, set the year of change to 250, and
press OK. The simulation will proceed, yielding the following result:
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The settings of the simulation are again reflected in the ‘carbon pools’ chart. For the first 250
years the carbon pools are constant (agriculture). After year 250 the plantation grows, with
regular harvests every 25 years. After 500 years of simulation note the current totals of carbon
in the major pools (i.e. Living, Litter, Soil, Harvest & Total).
Now re-run the analysis, except this time, on the Land-use change form, change the default
disturbance from ‘Logging (mild – sawlog)’ to ‘Logging (mild – woodchip)’. Be sure to reset
the vegetation type from ‘Plantation’ back to ‘Agricultural land’ before re-running.
Q7. What effect does manufacturing more short-term products than long-term products (i.e.
the ‘sawlog’ option vs. ‘woodchip’ option) have on the carbon stored in the soil + vegetation
through time? What effect did it have on total carbon stored (harvested products + soil +
vegetation) in the system? Explain these trends.

4. Applications of the Model
Although the purpose of the tutorial exercises were to gain familiarity with a relatively simple
carbon balance model, it is always insightful to see examples of how such models can be used
to address real-life questions.
Estimating carbon stocks for the Australian continent
This exercise returns to the equilibrium model, and uses it to construct two separate carbon
budgets for the Australian continent. The first is based on the default parameter set built into
the model, which is based on Klein Goldewijk et al. (1994). The second is based on Foley’s
(1995) alternative estimates of NPP and the partitioning coefficients for the same vegetation
types. The aim is to see how closely the predicted carbon stocks compare between the two
parameterisations.
The simplest approach that has been used, and the used here, is to divide the Australian
continent up into vegetation types, run the model for each type, and then multiply the results
for each vegetation type by its corresponding land cover. The continental stocks are estimated
by summing over all vegetation types.
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The distribution map of vegetation types we will use is shown below, and is again based on
the global analysis of Klein Goldewijk et al. (1994). This dataset divides Australia into
approximately 5 degree latitude by 5 degree longitude grid cells, and assigns a vegetation type
to each cell. Note that this is a very approximate map of Australian ecosystem types, and there
are many ‘errors’. This is partly because of the coarse spatial resolution, and partly because
the parameter estimates are based predominantly on Northern hemisphere studies of similar
ecosystems. There do exist better, higher resolution vegetation maps for the Australian
continent, and the ideal would be to combine these with estimates of NPP and the other
parameters determined from studies on actual Australian ecosystems. This exercise should
therefore be regarded as a very rough ‘first pass’ approximation.
Tropical dry
woodland/savanna
Tropical seasonal forest
Tropical rain forest

Hot desert

Warm grass/shrub
Cool
grass/shrub
Xerophytic woods
Wetland
Agricultural land

Warm mixed
forest

Overall method
To estimate the total carbon stocks for a given vegetation type the approach is to:
1.

Set the parameters of the model and use it to predict the equilibrium size of each pool,
which is in units gC / m2

2.

Multiply these values by the actual land cover of that type, which is in units m2, to
give the total continental stock for that vegetation type for each carbon pool (in units
gC)
This will be a very large number, as 1g is a very small amount relative to all the
carbon in Australia! To make the numbers sensible, the most convenient units are
gigatonnes (Gt), where 1 Gt = 109 t. You will therefore need to convert g into Gt.
The conversion factors are:

1 x 103 g = 1 Kg
1 x 103 Kg = 1 t
1 x 109 t = 1 Gt
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3.

Sum over each vegetation type to get estimates of the total continental Australian
carbon stock.

The results can be entered on the form overpage.
Q8. How do the estimates for the total carbon stocks for Australia compare between the two
parameterisations?
Q9. How do the estimates for the total carbon stocks for individual vegetation types compare
between the two parameterisations? What does this tell you about the reliability of the
estimates at the whole continental scale?
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0.3
0.4
0.2
0.2
0.2
0.2
0.2
0.2
0.2
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Cool grass and shrub
Hot desert
Warm grass and shrub
Xerophytic woods
Tropical dry woodland and s
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Warm mixed forest
Wetlands
Tropical rain forest
Tropical seasonal forest
Tundra
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NPP
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0
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0.3
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0
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0.5
0.1
0.4
Same as Image 2.0
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0.4
Same as Image 2.0
1200
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0.2
0.4
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0.4
0.2
0.4
160 0.65 0.05
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6
1

(Estimated land area of Australia )

7.87500E+12

1.69594E+12
1.53563E+12
1.29938E+12
9.78750E+11
9.56250E+11
9.42188E+11
2.70000E+11
1.49063E+11
2.81250E+10
1.68750E+10
2.81250E+09

603
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335
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6
1

(Estimated land area of Australia )

1.69594E+12
1.53563E+12
1.29938E+12
9.78750E+11
9.56250E+11
9.42188E+11
2.70000E+11
1.49063E+11
2.81250E+10
1.68750E+10
2.81250E+09

Extent of veg types
Model predictions (gC/m )
Number grid
Total area
cells of this
2
Litter C
Soil C
type
occupied (m ) Living C

2

Model predictions (gC/m )
Extent of veg types
Number grid
Total area
cells of this
2
Litter C
Soil C
type
occupied (m ) Living C

Australian Carbon stocks based on the parameterisation of Foley (1995)

NPP
Cool grass and shrub
350
Hot desert
50
Warm grass and shrub
400
Xerophytic woods
350
Tropical dry woodland and s 450
Agricultural
400
Warm mixed forest
650
Wetlands
700
Tropical rain forest
1000
Tropical seasonal forest
800
Tundra
100

Parameters

Australian Carbon stocks based on the default parameters

Total C

Total C

Litter C

Soil C

Litter C

Continental totals

Living C

Soil C

Continental stocks (Gt C)

Continental totals

Living C

Continental stocks (Gt C)

Total C

Total C
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6. Appendices
Appendix 1: The mathematics underlying the model
The heart of the CASS model comprises a set of eight simultaneous differential equations –
one for each of carbon pools represented in the model. For those uncomfortable with
differential equations, don’t get too distressed, as they are actually quite simple, so long as
you remember that they are describing how fast the carbon in the various pools is changing,
rather than the actual amounts. To get the actual amounts these equations are ‘integrated’ by
the computer as the model runs [technical note: the numerical integration is performed using a
4th order Runge Kutte algorithm, with an adaptive stepsize control (Press et al. 1986)]
The first set of three equations are similar, and describe how fast the pools of carbon in the
living vegetation are changing:

dCleaf
dt

= aleaf NPPt −

Cleaf

(1)

Lleaf

The dCleaf / dt on the LHS is just a fancy way of saying ‘how fast the carbon is changing in the
leaf carbon pool’. If the RHS is less than zero then the amount of carbon in the leaves is
decreasing, if greater than zero then leaf carbon is increasing, and if = 0 then the rate at which
carbon is being fixed into leaves [aleaf x NPPt] is the same as that being lost as leaf litter
[Cleaf / Lleaf], and the amount of leaf carbon is therefore constant over time, i.e. it as at
‘equilibrium’. The remaining two equations, for the stem and root carbon, are:

dC stem
C
= a stem NPPt − stem
dt
Lstem

(2)

dC root
C
= a root NPPt − root
dt
Lroot

(3)

The second set of three equations can be interpreted in a similar way, and describe the
dynamics of carbon in the three litter pools:

dC leaf litt
dt

=

C leaf
Lleaf

− hleaf litt

C leaf litt
Lleaf litt

− (1 − hleaf litt )

C leaf litt
Lleaf litt

(4)

There are three terms on the RHS. The first [Cleaf / Lleaf] you saw above, and is just the rate at
which living leaf carbon that is entering the leaf litter pool. The second term [hleaf litt x Cleaf litt /
Lleaf litt ] is the rate at which leaf litter carbon is being lost to the humus pool. The third term
[(1 - hleaf litt) x Cleaf litt / Lleaf litt ] is the amount of leaf litter carbon that is being decomposed,
i.e. lost back into the atmosphere. The equations for stem litter and root litter carbon are
similarly:
dC stem litt Cstem
C
C
=
− hstem litt stem litt − (1 − hstem litt ) stem litt
dt
Lstem
Lstem litt
Lstem litt

(5)
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dCroot litt Croot
C
C
=
− hroot litt root litt − (1 − hroot litt ) root litt
dt
Lroot
Lroot litt
Lroot litt

(6)

The final two equations describe the soil carbon dynamics
C leaf litt
dC humus
C
C
C
C
= hleaf litt
+ hstem litt stem litt + hroot litt root litt − c humus humus − (1 − c humus ) humus (7)
dt
Lleaf litt
Lstem litt
Lroot litt
Lhumus
Lhumus
Here, on the RHS the first three terms are the inputs of carbon from the three different litter
sources. The fourth term is the conversion of soil humus carbon to the stable soil C pool, and
the final term is the decomposition of soil humus carbon.
The final equation is for the stable soil C dynamics

dC stable
C
C
= chumus humus − stable
dt
Lhumus Lstable

(8)

The first term on the RHS is the input of carbon into the stable soil pool from the humus pool.
The second is the loss of stable soil back to the atmosphere.
Note that in equations (1) – (3) above NPP varies with time. Consider growth of vegetation
within a bare area. If a small number of individuals are initially present, and plant cover is
low, the total NPP per unit ground area will be low. As the vegetation grows and the plant
canopy increases, more carbon is able to be fixed, and NPP increases. In CASS, if the ‘Start at
equilibrium’ option is disabled, then the initial carbon stocks are set to 5% of the maximum
for that vegetation type, and NPP is set to 5% of the maximum NPP. Over time, NPP
gradually increases to its maximum using a Sigmoid or ‘s-shaped’ curve, given by the
equation:

NPPt =

NPPt

α

NPPt 

1 + (α − 1)

NPP 


where α controls how fast the NPP increases, and is set to 1.05.

Equilibrium pool sizes
In the first exercise you saw that, starting from a small amount of carbon in each pool, over
time the model eventually settled down to an equilibrium between the amount of carbon
entering the ecosystem, and the amount leaving. However, to calculate the sizes of the pools
at equilibrium you do not need to tediously run the model over time like this, rather, they can
be calculated analytically by setting the LHS of each of equations 1-8 to 0, and solving for the
pool sizes C. Remember when the rate of change of carbon (dC/dt) is 0, this means that the
pool size is neither increasing nor decreasing over time, i.e. it is at equilibrium. The equations
for the equilibrium pool sizes are:
*
= Lleaf ⋅ aleaf ⋅ NPP
Cleaf
*
= LStem ⋅ aStem ⋅ NPP
CStem
*
= LRoot ⋅ a Root ⋅ NPP
C Root
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*
C Leaf
litt = LLeaf litt ⋅ a Leaf ⋅ NPP
*
CStem
litt = LStem litt ⋅ a Stem ⋅ NPP
*
C Root
litt = LRoot litt ⋅ a Root ⋅ NPP

 3

*
C Humus
= LHumus ⋅  ∑ a litter type ⋅ hlitter type  ⋅ NPP
 litter type = 1

 3

*
CStable
= LStable ⋅  ∑ a litter type ⋅ hlitter type  NPP ⋅ c Humus
 litter type = 1


Note that these equations describe the case where there is no climate variability acting on the
system, nor any disturbances.
Adding the effects of a variable environment.

As described in Exercise 5, environmental variability results in modifications to both growth
(NPP) and in the rates of decomposition. These modifications are described below.
NPP
NPP is adjusted according to the following.
NPPt = NPPbaseline ⋅ σ ⋅ ρ

Where the baseline productivity (NPPbaseline) is adjusted for direct temperature and
environmental effects on growth (σ), and effects of CO2 fertilisation (ρ). NPPt is the resulting
modified productivity.
The CO2 fertilisation effect is given by:


 CO2, initial 


CO
2, current 



ρ = 1 + β ⋅ ln


where CO2,initial is the atmospheric CO2 concentration at the start of the simulation, and
CO2,current is the atmospheric CO2 concentration for the current year. The value β is:

β = 0.7 x ‘Temperature modifier’ x ‘Soil water modifier’ x ‘Nutrient modifier’.
Where the modifiers are the appropriate red values from the ‘Environmental modifiers’
spreadsheet.
Similarly, the ‘Controls on growth’ modifier is given by:

σ = ‘temperature modifier’ x ‘% change in growth season modifier’ x ‘N deposition modifier’
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Soil respiration
The decomposition modifier is given by:
φ = ‘Temperature modifier’ x ‘Soil water modifier’

which yields values in the range 0-1.
φ is multiplied by the flux terms quantifying the various decompositional lossess to the
atmosphere (Equations 5-8). φ therefore acts to limit decomposition due to non-optimal
temperature and soil moisture conditions.
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Appendix 2: Writing a simple carbon balance model in Excel using VBA

This exercise describes how to use the Visual Basic for Applications (VBA) programming
language to write a simple carbon model. The model is a simplified version of the CASS
model, however it contains the main elements of the CASS model, and is potentially of use as
a research tool in its own right. Indeed, it is structurally very similar to a number of published
models used for investigating carbon dynamics at the global scale (e.g. Cao & Woodward
1998). The entire model comprises less than 50 lines of computing code.
The model
The model is based on the following structure, and comprises just three pools of carbon
(living, litter and soil), and four fluxes (NPP, litterfall and humification, and decomposition):
Atmospheric
CO2

NPP

Vegetation

Decomposition

Litterfall

Litter
Humification

Soil

Overall, the model comprises just five parameters. The symbols used to denote the soil stocks
and the model parameters are given in the table below, and are analogous to those used in the
CASS model.
Model Parameters
NPP
LLiving, LLitter, LSoil
H

Meaning
Net Primary Productivity
Carbon pool longevities
Humification fraction

Units
gC / m2 / Year
Years
-

Carbon Stocks
Carbon stocks
gC / m2
CLiving, CLitter, CSoil
For describing changes in carbon in the living pool (i.e. combined in leaves, twigs, roots,
stems etc.) the simplest equation corresponding to the above diagram is:


C Living ,t
C Living ,t +1 = C Living ,t +  NPP −

LLiving







Eqn 1

In words, its says that the amount of carbon residing in living vegetation at the end of the
current year (CLiving, t+1) is equal to the amount present at the start of the year (CLiving, t) plus the
amount added or lost during the year, which is itself the balance between inputs due to growth
(NPP) and losses due to litterfall (CLiving, t / LLiving).
Similarly, for the Litter dynamics the equation is:
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 C Living ,t
C
C
C Litter ,t +1 = C Litter ,t + 
− hf Litter ,t − (1 − hf ) Litter ,t
 L
LLitter
LLitter
 Living






Eqn 2

In words, it says that the amount of carbon in litter at the end of the current year (Clitter, t+1) is
equal to the amount present at the start of the year (Clitter,t), plus the amount added or lost
during the year, which is itself the balance between new litter added from the living
vegetation (CLiving, t / LLiving), litter lost to the soil (hf x Clitter, t / Llitter) and litter lost back to the
atmosphere due to decomposition ((1-hf) x Ciltter, t / Llitter).
For the soil carbon, the equation is:
C
 C
C Soil ,t +1 = C Soil ,t +  hf Litter ,t − Soil ,t
LLitter
LSoil






Eqn 3

To simulate the dynamics through time the value at the end of the year is fed back into the
equation as the starting conditions for the next year.
Note that these are difference equations, which predict discrete ‘jumps’ in the carbon stocks
from one year to the next. In contrast, the CASS model was based on continuous equations,
where growth and carbon losses increment continuously through time (see Appendix 1).
Overall procedure
In order to translate the above equations into computer code, the following steps will be taken.
Read these to gain an impression of the overall process. Greater detail for each step is given
below:
Step 1: In a new Excel worksheet type in values for the five parameters, initialization values
for each of the three carbon stocks (the amounts of carbon present in each pool at the
start of the simulation), and a parameter stipulating how long the simulation will run
for.
Step 2: Write the appropriate computer code to read these parameter values from the
spreadsheet, perform the carbon calculations for the number of years required, and
print the results back to the spreadsheet.
Step 3: Create a button on the spreadsheet which, when pushed, will run the model.
Step 4: Link the output to a graph so the results can be viewed.
Stepwise instructions
Step 1.
Open Excel with a new workbook. It is probably best to quit any current Excel sessions you
have running, and re-start the program. In the first column of a blank worksheet enter some
descriptions for each of the five parameters, the three initialization values, and for the number
of years to run the simulation. In the second column enter some appropriate parameter values
(at this stage it doesn’t matter what they are, so long as they make some sense). Your sheet
should look something like the following.
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Step 2.
The next step is to start writing the model. In the Excel main menu select Tools > Macro >
Visual Basic Editor. This will open the Visual basic programming environment, and it will
look something like this:

In the project box make sure you have selected the workbook in which you have typed your
parameters (arrowed above), and then insert a new module from the menu (Insert > Module).
The screen will now look like this:
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The big white blank area is where the computer code is typed in. The first step is to declare
the various parameters and variables needed to run the model. Some suggested names are
given below, but you can call them anything you like, so long as they are used consistently
throughout the rest of the code. Type these directly into the workspace:

The ‘Dim’ at the start of each line tells Visual Basic that you are about to ‘declare’ or ‘name’
some variables that you will use in the model. The first line lists the five parameters (NPP, the
longevity of each of the three pools - LLiving, LLitter and LSoil, and hf, the humification
fraction). The ‘As Double’ means these variables will hold real numbers. The second line
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defines the initial carbon stocks for each pool (iLiving, iLitter, iSoil). The third line lists the
variables for storing the carbon stocks as they change through time (LivingC, LitterC, SoilC),
and the fourth line defines two integer numbers. One is a counter for looping through the
years (Year) and the other will hold the value for the total number of years for the simulation
to run (Nyears).
The next step is to start writing the model. In Visual Basic, programs are conveniently split up
into blocks of code called sub procedures. In this model you will define three sub procedures.
One you will call ‘main’, because that is where the main part of the model will be written.
One you will call ‘Initialisation’, which will contain the instructions for setting the model up
so it is ready to run. The final sub-procedure will be called ‘Printresults’, and will contain the
code for printing the model results to back to the spreadsheet. You could equivalently call the
sub procedures Jane, Fred and Myrtle, however it is better to give them names which describe
their actions, to make the code more readable. Type in the sub procedure headings as below:

To start programming the model, first type in the code for initializing the model ready for
running. Within the ‘Initialisation’ subroutine type in the following lines of code.
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The lines preceded by a “ ’ ” are comments, and are there simply to explain what’s going on.
You can either leave them in as you type, omit them, or add extra comments explaining in
even more detail what is going on. Having lots of comments embedded within your code is
helpful, because it explains in plain English what is happening at each step.
In the first half of the initialization sub-routine the parameter values are read from the
spreadsheet using the ‘Range’ command. For example, you typed the value of NPP in cell B5
on the spreadsheet, therefore to make that value available to the model we assign it to the
variable called ‘NPP’ using the code NPP = Range(“b5”). The second part of the initialization
sub procedure sets up a large rectangular area on the spreadsheet for writing results to (from
cell E1 to H5004), and then writes some header labels and the initial carbon stocks for each
pool.
Having dealt with parameter input and other initialization tasks it is now time to write the
code within the ‘Main’ sub procedure, which is where the main code of the model is located.
The contents of the main sub routine look like this.
Sub Main()
Initialisation
For Year = 1 To Nyears
LivingC = LivingC + (NPP - LivingC / LLiving)
LitterC = LitterC + (LivingC / LLiving - hf * LitterC / LLitter - (1 - hf) * LitterC /
LLitter)
SoilC = SoilC + (hf * LitterC / LLitter - SoilC / LSoil)
PrintResults Year, LivingC, LitterC, SoilC
Next Year
End Sub

The first line of the ‘Main’ sub procedure listed above is the call to the Initialisation subprocedure, and tells the program to load the parameters and prepare the spreadsheet for
output. The second line starts the main part of the model, where the three equations are
iterated through time, up to ‘Nyears’ number of years. Within this ‘for .. next’ loop can be
found the three equations for each carbon pool, and are a direct translation of equations 1-3 in
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the notes above. Within this loop is also a call to the ‘printresults’ subroutine, which prints the
current year and current carbon stocks to the spreadsheet. Your code should now look like
this:

The last thing to do is to add the code for the ‘Printresults’ sub procedure. Note that because
this sub procedure is called every year, we need to send it the current year, and current stocks
of carbon for each year. The appropriate code for printing this information to the spreadsheet
is:
Sub PrintResults(Year, LivingC, LitterC, SoilC)
'Print results to the spreadsheet
Set Rangeto = Worksheets("Sheet1").Range("e3:h5004")
Rangeto.Cells(Year, 1) = Year
Rangeto.Cells(Year, 2) = LivingC
Rangeto.Cells(Year, 3) = LitterC
Rangeto.Cells(Year, 4) = SoilC
End Sub

The “Set Rangeto” instruction tells the program to allocate a rectangular space for writing the
output to (spreadsheet cells E3 to H5004). The “RangeTo.Cells(x,y)” instruction tells the
program the x,y coordinates within that rectangle in which to write the output. In this case
each row (x) represents a year in the simulation, and for each year the columns are assigned
the values for the current year, and the three carbon stocks.
The model is now ready to run
Step 3.
To access the code you have just written from within Excel, return to Excel and add a button
to the worksheet. Do this by making visible the ‘forms’ toolbar (View < Toolbars < forms),
clicking on the button icon, and then clicking and dragging the button to wherever you want
to put it on your spreadsheet. You will automatically be prompted to assign a macro to this
button. From the list offered select the macro with the name ‘main’, i.e. the main sub
procedure code you typed in. Note you do not need to assign a button to the ‘Initialisation’ or
the ‘Printresults’ subroutines, as they are themselves automatically called when main is run.
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Alternatively, you can assign ‘main’ to the button at a later time by pressing the right mouse
button (on a PC) or the apple key (on a Mac). You can also use this method to re-label your
button from ‘Button 1’ to ‘Run model’, or whatever.

Now the moment of truth. Press the button, and if all goes well your spreadsheet should fill
with numbers. Change the parameter values on the spreadsheet, press the button again, and
the numbers should change. If you get an error message (which is likely!) the program will
halt at the place in the code where the error occurred, and you can then check to see if you
have made any spelling mistakes, typos etc. Fix and try again until it works. The output
should look like the following:
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Step 4
In order to view the results graphically, create an x-y plot of the model output in the usual
way by selecting the four output columns (Columns E-H), clicking on the chart wizard and
making the appropriate selections. Your final model should look something like this:
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